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ABSTRACT: This work presents a general and formal solution to the problem of fusion of multispectral data
with high-resolution panchromatic images. The method relies on the generalised Laplacian pyramid, which is
an oversampled structure obtained by subtracting from an image its low-pass version, and selectively performs
spatial-frequencies spectrum substitution from an image to another. The novelty of the present work is that
a decision based on thresholding the local CC is utilized to check the physical congruence of fusion, while
the ratio of local RMSs between the two images provides a space-varying gain factor by which the injected
high-pass contribution is equalized. Since the pyramid decomposition is not critically-subsampled, possible
impairments in the fused images, due to missing cancellation of aliasing terms, are avoided. Quantitative results
are presented and discussed on simulated SPOT 5 data of an urban area (���� P, ��� XS) obtained from the
MIVIS airborne imaging spectrometer.

1 INTRODUCTION

The ever increasing availability of spaceborne sen-
sors imaging in a variety of ground scales and spec-
tral bands, makes fusion of multisensor data a disci-
pline to which more and more general formal solu-
tions to a number of application cases are demanded.
Spatial enhancement of poor-resolution multispectral
(MS) data is desirable, as well as spectral enhance-
ment of data collected with adequate ground resolu-
tion but poor spectral selection. Spaceborne imaging
sensors allow a global coverage of the Earth surface.
MS space observations, however, may exhibit limited
ground resolutions, that may be inadequate to spe-
cific identification tasks. Data fusion techniques have
been designed not only to allow integration of differ-
ent information sources, but also to alleviate band-
width limitation of the downlink to ground stations.
In fact, only the panchromatic (P) band is transmitted
with full resolution, while the MS bands are usually
acquired and/or transmitted with coarser resolution,
e.g. two or four times lower. At the receiving station
the lower-resolution MS bands are fused with the full
resolution P in order to either restore their original
resolution, or enhance that of the MS imager.

Since the pioneering high-pass filtering (HPF)
technique (Chavez et al. 1991), fusion methods based
on injecting high-frequency components into resam-
pled versions of the MS data have demonstrated a su-
perior performance (Wald et al. 1997). HPF basi-

cally consists of an injection of high frequency com-
ponents taken from a high-resolution P observation
into a bicubically resampled version of the low res-
olution MS image. The frequency selection is ob-
tained by taking the difference between the P image
and its low-pass version achieved through a simple
local pixel averaging, i.e. a box filtering. The ra-
tionale of spectrum substitution was formally devel-
oped in a multiresolution framework by employing
the discrete wavelet transform (DWT) (Yocky 1996,
Garguet-Duport et al. 1996, Zhou et al. 1998, Núñez
et al. 1999, Ranchin and Wald 2000), uniform ra-
tional filter banks (borrowed from audio coding) (Ar-
genti and Alparone 2000, Aiazzi et al. 2000), and
Laplacian pyramids (LP) (Wilson et al. 1997, Al-
parone et al. 1998, Aiazzi et al. 1999b).

According to he basic principle of DWT image fu-
sion (Li et al. 1995), couples of subbands of corre-
sponding frequency content are merged. The fused
image is synthesized by taking the inverse transform.
A fusion schemes based on the undecimated “a trous”
wavelet algorithm was recently proposed (Garzelli et
al. 2000). Unlike the DWT which is critically sub-
sampled, the “à trous” wavelet and the LP are over-
sampled. As a consequence, an image is decomposed
into nearly disjointed bandpass channels in the spatial
frequency domain, without losing the spatial connec-
tivity of its edges. The LP can be easily generalised
to deal with scales whose ratios are integer or even
fractional (GLP) (Aiazzi et al. 1999a).

038   273 11-12-2002, 09:45:40



274 Aiazzi, B., Alparone, L., Baronti, S. & Pippi, I. 

Data fusion based on multiresolution analysis,
however, requires the definition of a proper model es-
tablishing how the missing high-pass information to
be injected into the MS bands is extracted from the P
band (Ranchin and Wald 2000). Such a model can be
global over the whole image or depend on spatial con-
text (Hill et al. 1999). Goal of the model is to make
the fused bands the most similar to what the MS sen-
sor would image if it had the same resolution as the
broadband one.

2 LAPLACIAN PYRAMIDS

The Laplacian pyramid is derived from the Gaussian
pyramid (GP) which is a multiresolution image repre-
sentation obtained through a recursive reduction (low-
pass filtering and decimation) of the data set.

Let �������, � � �� � � � �� � �, and � �
�� � � � � ���,� � ����� � � ���� , be a grayscale
image. The octave GP is defined as
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for � � �� � � � � �, � � �� � � � ���� � �, and
� � �� � � � � �����; in which � identifies the level of
the pyramid, � being the top, or root, or baseband, of
size �� �. The 2-D reduction low-pass filter is given
as the outer product of a linear symmetric kernel, gen-
erally odd-sized, i.e. ����	�� 	 � ���� � � � � ��� which
should have the�� �� cut-off at one half of the band-
width of the signal, to minimise the effects of aliasing
(Vaidyanathan 1992).

From the GP, the enhanced LP (ELP) (Baronti et
al. 1994) is defined, for � � �� � � � � � � �, as
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for � � �� � � � ���� � �, � � �� � � � � ��� � �,
and � � �� � � � � ���. The 2-D low-pass filter for ex-
pansion is given as the outer product of a linear sym-
metric odd-sized kernel ����	�� 	 � ���� � � � � ���,
which must cut off at one half of the bandwidth of
the signal to reject the spectral images introduced by
upsampling by � (� �) (Vaidyanathan 1992). Summa-
tion terms are taken to be null for noninteger values of
�	��� and �
���, corresponding to interleaving

(a) (b)
Figure 1. (a): Gaussian Pyramid; (b): Generalised Laplacian Pyramid
with � � �, i.e. ELP, of a ��� � ��� detail from a Landsat TM Band
#5 portraying the Elba Isle.

zeroes. The baseband is added to the bandpass ELP,
that is �������� � �������, to yield a complete
image description.

The attribute enhanced depends on the expansion
filter being forced to be half-band, i.e. an interpola-
tor by �, and chosen independently of the reduction
filter, which may be half-band as well, or not. The
ELP outperforms Burt’s LP for image compression
(Aiazzi et al. 1997), thanks to its layers being almost
completely uncorrelated with one another. Fig. 1(a)-
(b) shows the GP (1) and ELP (2) of a typical optical
remotely sensed image. Notice the low-pass octave
structure of GP layers, as well as the bandpass oc-
tave structure of ELP layers. Furthermore, an octave
LP is oversampled by a factor �� at most (when the
baseband is one pixel wide). This moderate data over-
head is achieved thanks to decimation of the low-pass
component. In the case of a scale ratio � � �, polyno-
mial kernels with � (linear), � (cubic), �� (fifth-order),
�� (seventh-order), �� (ninth-order) and �� (eleventh-
order) coefficients have been assessed. The term poly-
nomial stems from interpolation and denotes that fil-
tering can be seen as fitting an �th order polynomial
to nonzero samples. The �-taps kernel is widespread
to yield a bicubic interpolation. It is noteworthy that
half-band filters have the even order coefficients, ex-
cept zeroth, all identically null (Vaidyanathan 1992).
The frequency responses of all the filters are plotted
in Fig. 2, while coefficients are reported in Table 1.

The filter choice stems from a tradeoff between se-
lectivity (sharp cut off) and computational cost (num-
ber of nonzero coefficients). In particular, the absence
of ripple, which can be appreciated in the plots with
logarithmic scale, is the most favourable feature.
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(a) (b)
Figure 2. Frequency responses of pyramid-generating filters: (a) linear scale, (b) logarithmic scale.

# � �� �� �� �� �� ���

3 0.5 0.25 - - - - -
7 0.5 0.28125 -0.03125 - - - -
11 0.5 0.29296875 -0.048828125 0.005859375 - - -
15 0.5 0.299072265625 -0.059814453125 0.011962890625 -0.001220703125 - -
19 0.5 0.302810668945 -0.067291259765 0.017303466797 -0.003089904785 0.000267028808 -
23 0.5 0.305334091185 -0.072698593239 0.021809577942 -0.005192756653 0.000807762146 -0.000060081482

Table 1. Nonzero coefficients of polynomial 1-D kernels ����� �
�

�
�����.

3 CONTEXT-DRIVEN PYRAMID FUSION

The block diagram reported in Fig. 3 describes the
multirate data fusion algorithm for the most general
case of two image data sets, whose scale ratio is an
integer, �, preliminarily registered on each other. Let
���� be the data set constituted by a single image
having smaller scale, (i.e. finer resolution) and size
�� � ��, and ����

� � � � �� � � � � � the data set made
up of � MS observations having scale larger by a fac-
tor � (i.e. coarser resolution), and thus size � � � .
The goal is to get a set of � MS images, each having
same spatial resolution as � ���. The upgrade of ���� to
the resolution of ���� is the level � � � of the (zero-
mean) GLP of ����. The images of the set ���� have
to be interpolated by � to match the finer resolution.
Then, the high-pass component from � ��� is added to
the expanded ����

� � � � �� � � � � �, which constitute the
low-pass component, in order to yield a spatially en-
hanced set of MS observations, ����

� � � � �� � � � � �.
Although only one level of decomposition (� � �)
with � � � is capable to yield � � � fusion, for compu-
tational convenience,� � � and � � � are preferable,
since � � � filters are much longer than � � � filters of
same characteristics. Furthermore, less data are to be
processed at the second level thanks to decimation af-
ter the first level.

Crucial points of the above scheme are, on one
side, a check on the congruence of injection to pre-
vent introduction of “ghost” details in some of the
MS bands, particularly annoying on urban areas, on

the other side, an equalization of pyramid levels be-
fore merging, to compensate different sensors re-
sponses (Ranchin and Wald 2000). The local cor-
relation coefficient (LCC) between the low-pass ver-
sion of the high-resolution image and each of the ex-
panded MS bands seems to be a simple, yet effec-
tive, matching function (Hill et al. 1999). There-
fore, the LCC is calculated and thresholded at each
pixel position. If LCC exceeds a threshold, which
is expected to be a function of the scale ratio, in-
jection takes place at the current pixel position, oth-
erwise details are not injected. Since the LCC be-
tween image 	 and image 
 at pixel � is given by
������� � ����������������������, as an
outcome of LCC calculation, the local gain (LG) fac-
tor, by which details at pixel ���� are to be scaled
before injection into MS bands, will be ������ �
���������� ����, one gain for each of the MS
bands. All the local variances an covariances are cal-
culated on square windows. Eventually, the high-
frequency component of ���� will be multiplied by LG
before being added to the expanded version of ����

� , as
shown in Fig. 3.

4 RESULTS AND DISCUSSION

A test MIVIS image portraying the Tyrrhenian coast
in Tuscany, Italy, including the urban areas of Viareg-
gio, was available in ��� spectral bands at a ���
resolution. The MIVIS bands were used to synthe-
size the XS bands of SPOT 5: (B1=(��� � �	��),
(B2=(
�������), and (B3=(�	���	��), as well
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Figure 3. Flowchart of GLP fusion for MS and P data, whose integer scale ratio is � � �. � � denotes downsampling by �. � � denotes upsampling
by �. �� is �-reduction low-pass filter with frequency cut-off at ��� of the spectrum extent. �� is �-expansion low-pass filter with ��� cut-off.

as a perfectly overlapped P band, all at a ���� reso-
lution. The simulated XS bands are low-pass filtered
and decimated, either by � or by �, to yield ��XS and
��� XS, respectively, and used, together with the P
at ����, to synthesize B1, B2 and B3 back at ����.

The reasons underlying such a procedure is
twofold: all the images are spatially registered, being
acquired simultaneously from the airborne platform.
Thus, no geometric corrections, which are likely to
affect the results of data fusion, need to be prelim-
inarily carried out. Secondly, the true XS data at
���� are available for objective comparisons, which
are particularly significant for analyses of urban areas
(Couloigner et al. 1998, Terretaz 1998).

GLP data fusion incorporating context-based de-
cision was assessed on the above test set. The GLP
scheme utilizes a ��-taps filter; HPF �� � and �� �

box filters for � � � and � � �, respectively. The de-
cision threshold � acts as a tap in ruling details injec-
tion. When � � �� the injection is enabled regardless
of context. In the case � � � injection is disabled;
thus, fusion reduces to plain resampling at the new
scale of the low-resolution data. Intermediate cases
are characterised by a context-conditioned injection.

The trend in performances (root mean square error
(RMSE) between ���� originals and fused images)
varying with � and local window size is shown in Fig.
4. As it appears, a � � � window for calculation of
local statistics and � � ��� provide the best perfor-
mances in terms of RMSE, even though all the plots
exhibit extremely flat minima.

Table 2 reports correlation coefficients (CC) be-
tween ���� reference originals and fused XS bands.
This parameter measures how the shape of the fused
image reflects that of the original. CC, however, is in-
sensitive to a constant gain and bias between images.

Table 3 reports RMSE between ���� originals and
fused XS bands. RMSE is a measurement of the ex-
tent to which the target is matched by the fused image.

Table 4 reports percentages of pixels whose differ-

Figure 4. RMSE (averaged on the three XS bands) between ���� orig-
inal and GLP-fused XS bands as a function of LCC decision threshold.

ences between ���� originals and fused XS bands
do not exceed one in modulus. This score parame-
ter should be as large as possible to indicate that mis-
matches between fused bands and reference originals
are concentrated in a reduced number of pixels and
not spread over the whole image. Furthermore, an ab-
normally low value may detect the presence of struc-
tured impairments.

The selection of details based on thresholding LCC
yields small, yet appreciable benefits in terms of per-
formance scores, with respect to the unconditioned in-
jection (� � ��), especially on the near infrared band
B3, which is weakly correlated with the two visible
bands B1 and B2, when the percentage of unchanged
pixels is concerned.

Fig. 5(a)-(f) shows ���� P, ��� XS expanded to
���� scale by means of the same pyramid filter (��-
taps), its spatially enhanced version through pyramid
fusion with P (decision threshold � � � and LCC and
LG calculated on ��� windows). The details injected
into the NIR band (B3) are also shown, as well as the
HPF-fused version and the original ���� XS for ref-
erence. As it appears, the fused image is hardly dis-
tinguishable from the original. Contours and textures
are highlighted, since both are related to the spatial
frequencies injected (see Fig. 5(d)).

Although the HPF fused image (see Fig. 5(e)) look
sharp and pleasant at a first glance, it reveals heavy
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� � � � � �� � � ��� � � � HPF
B1 0.992 0.992 0.958 0.987
B2 0.995 0.995 0.960 0.992
B3 0.989 0.989 0.956 0.982
� � � � � �� � � ���� � � � HPF
B1 0.981 0.982 0.875 0.958
B2 0.988 0.988 0.868 0.970
B3 0.960 0.959 0.834 0.937

Table 2. CC between simulated ���� XS images and those obtained
from �� and ��� XS by � � � and � � � fusion with ���� P. � �

�� and � � � correspond to unconditioned and null injection. The
intermediate case denotes threshold value maximizing performances.

� � � � � �� � � ��� � � � HPF
B1 3.16 3.16 7.16 4.33
B2 2.61 2.60 7.46 3.72
B3 2.90 2.89 5.74 4.36
� � � � � �� � � ���� � � � HPF
B1 4.79 4.77 12.03 9.11
B2 4.11 4.10 13.31 8.17
B3 5.51 5.49 10.77 9.50

Table 3. RMSE between simulated ����XS images and those obtained
from �� and ��� XS by � � � and � � � fusion with ���� P. � � ��
and � � � correspond to unconditioned and null injection.

� � � � � �� � � ��� � � � HPF
B1 65.7% 65.8% 31.3% 38.8%
B2 73.2% 73.4% 27.0% 41.8%
B3 59.4% 59.4% 28.5% 36.6%
� � � � � �� � � ���� � � � HPF
B1 43.3% 43.4% 17.3% 17.0%
B2 50.8% 50.9% 14.3% 18.8%
B3 37.4% 37.4% 14.4% 16.4%

Table 4. Percentages of unchanged pixels (�� error) between simulated
���� XS image and those obtained from �� and ��� XS by � � �

and � � � fusion with ���� P. � � �� and � � � correspond to
unconditioned and null injection.

spatial distortions and degradations to a keener ob-
server. That is the reason by which the scores of
HPF are somewhat poorer than those of GLP fusion,
with numerical values closer to those of the “unfused”
bands (� � �), than to those of GLP. Since HPF re-
lies on an undecimated multiresolution analysis simi-
lar to the “à trous” wavelet, its relatively poor perfor-
mance is due to the choice of box filters having poor
frequency selection.

5 CONCLUSIONS

Thanks to LCC-based details selection and space-
varying sensors equalization by the ratio of local
RMS, the proposed method achieve impressive per-
formances. Spectral distortions (i.e. changes in
color hues in the composite image) never occur in
the fused images. Ringing artifacts, which are typ-
ical of critically-subsampled multiresolution fusion
schemes (Ranchin and Wald 2000) are missing. The
most notable benefit of the context-based injection is
that spectral signatures of small size are restored in
most cases, even though they appear to be smeared in
the expanded XS image.

Besides the low computational effort, another at-
tractive characteristic is that the reduction filter may
be designed such that its cascade with the optical
transfer function (OTF) of the imaging system is half-
band, with the outcome benefit that a restoration of
the spatial frequency content is achieved together with
the enhancement of MS bands. This feature can be
valuable in application contexts, since the OTF of real
systems is often far from the ideal case.

ACKNOWLEDGEMENTS

This research was carried out in part under the finan-
cial support from ASI, the Italian Space Agency.

REFERENCES
Aiazzi, B., L. Alparone, F. Argenti & S. Baronti, 1999a. Wavelet and

pyramid techniques for multisensor data fusion: a performance
comparison varying with scale ratios. In: Serpico, S. B. (Ed.), Im-
age and Signal Processing for Remote Sensing V., Proc. SPIE Vol.
3871, EUROPTO Series, pp. 251–262.

Aiazzi, B., L. Alparone, F. Argenti, S. Baronti & I. Pippi, 2000. Multi-
sensor image fusion by frequency spectrum substitution: subband
and multirate approaches for a � � � scale ratio case. In: Proc.
IEEE International Geoscience And Remote Sensing Symposium,
pp. 2629–2631.

Aiazzi, B., L. Alparone, A. Barducci, S. Baronti & I. Pippi, 1999b.
Multispectral fusion of multisensor image data by the generalized
Laplacian pyramid. In: Proc. IEEE International Geoscience And
Remote Sensing Symposium, pp. 1183–1185.

Aiazzi, B., L. Alparone, S. Baronti & F. Lotti, 1997. Lossless im-
age compression by quantization feedback in a content-driven
enhanced Laplacian pyramid. IEEE Trans. Image Processing,
6(6):831–843.

Alparone, L., V. Cappellini, L. Mortelli, B. Aiazzi, S. Baronti & R.
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(e) (f)
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���� P and ��� XS. (f): true ���� XS.
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