
Previously trained neural networks as building blocks for a new 
classifier: improving classification performance by knowledge transfer 

L.P.C. Verbeke, F.M.B. Van Coillie & R.R. De Wulf 
Laboratory of Forest Management and Spatial Information Techniques, Ghent University, Belgium 

Keywords: artificial neural networks, knowledge, transfer, information, expert 

ABSTRACT: The use of artificial neural networks for the classification of remotely sensed imagery offers
several advantages over more conventional classification methods. Yet their training still requires a number of
pixels with known land cover. To increase classifier performance when little training data is available, an al-
gorithm that allows reusing experience gained in previous classifications was applied. The proposed method
was evaluated by classifying a tropical savannah region in northern Togo using Landsat imagery. The pre-
sented approach permitted to reach a mean Kappa Index of Agreement of 0.78, which was significantly higher
(p<0.05) than the mean Kappa obtained after training networks with randomly initialized weights. Secondly,
it was possible to significantly (p<0.05) reduce the variance on the obtained accuracies when compared to 
networks that were randomly initialized. 

1 INTRODUCTION

The use of Artificial Neural Network (ANN) tech-
niques for remote sensing applications has grown 
considerably in the last decade. Neural networks are 
frequently employed for land cover classification 
purposes. A comprehensive theoretical overview of 
ANNs can be found in Fausett (1994), Bishop 
(1997) or Haykin (1999). ANNs have several advan-
tages over conventional classification techniques. 
They are distribution-free and thus make no assump-
tions about the probability distribution of the data to 
be classified, as opposed to e.g. the maximum likeli-
hood classifier that expects data to be normally dis-
tributed (Benediktsson et al., 1990, Paola and 
Schowengerdt, 1995). Neural networks can effi-
ciently cope with large amounts of data (Atkinson 
and Tatnall, 1997) and lend themselves to process 
complex datasets, where different information 
sources are combined (Pohl and Van Genderen, 
1998).

However, ANNs do have drawbacks that might 
restrict their use for mapping purposes. Training an 
ANN requires much effort and time. This is mainly 
due to the trial and error process that goes with the 
selection of the appropriate training algorithm, its 
optimal parameters, and the suitable network archi-
tecture. On this subject, literature provides only rules 
of thumb that are often contradictory (Atkinson and 
Tatnall, 1997, Kanellopoulos and Wilkinson, 1997, 

Bishop, 1997). Moreover, ANNs show unpredictable 
behavior after random weight initialization. Unfor-
tunately, a trained neural network is task dependent 
which implies poor network generalization on com-
parable classification tasks. A neural network classi-
fier thus is unable to take advantage of previously 
acquired knowledge when processing analogous im-
agery (Verbeke et al., 2003).

In this context, the design of a classifier capable 
of reusing knowledge to facilitate future learning is a 
major challenge. Especially when little training data 
are available, it is expected that a classifier would be 
able to benefit from knowledge transfer from one or 
more previously trained classifiers. It was shown by 
Verbeke et al. (2003) that transfer from a single 
network to another network lead to faster training 
and more stable classification accuracies. This paper 
focuses on a slightly different approach where se-
veral networks are grouped to form a neural network 
ensemble.

2 SIMILARITY BETWEEN CLASSIFICATION 
TASKS

The general idea of the proposed method is that, 
when two classification task are analogous, it is pos-
sible to reuse the experience gained in one of the 
classification tasks (the source classification task) to 
improve the classification behavior of the other clas-
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sifier (the target). There are several ways in which 
two (or more) classification tasks can be similar: 

geographically: the images to be classified 
are close to each other in terms of geo-
graphical position 
temporally: the images are recorded over the 
same area, but differ in terms of acquisition 
date
Land cover / land use: two images may con-
tain the same types of land cover or land 
use, without having to be in each others 
neighborhood.

It is a difficult task to measure correspondence 
between classification tasks. One way to do so is by 
calculating and analyzing the spectral separability 
between source and target classes. This can be 
achieved with the aid of separability measures like 
the divergence, or the Bhattacharyya distance (Rich-
ards, 1993).

3 TRANSFER OF KNOWLEDGE 

The method for identifying and transferring know-
ledge in a source classifier that can be used to facili-
tate the target classification was borrowed from Pratt 
(1993). Her work is based on the assumption that 
hidden neurons in a neural network can be consid-
ered to be separating hyper planes that split the input 
space in two parts. If e.g. a sigmoid activation func-
tion is used (with typical output values in the range 
[0,1]), then a pixel belongs to side 0 of the hyper 
plane if the neuron output is lower than 0.5, and it 
belongs to side 1 if the output is higher than or equal 
to 0.5. Essentially this comes down to assuming that 
the sigmoid activation function can be replaced by a 
step function. The geometrical position of the hy-
perplane in the input-output space is defined by the 
ratios of the neuron weights. Indeed the magnitude 
of the weights only defines the steepness of the acti-
vation function, i.e. the larger the weights are in 
magnitude, the more the activation function tends 
towards a step function. This is an important charac-
teristic since hyper planes defined by weights with 
low magnitudes will be moved more easily during 
the back-propagation learning process than hyper 
planes defined by high magnitude weights. By re-
scaling weights it is thus possible to control the ma-
neuverability of a hyper plane. 

Metrics that reflect the goodness-of-split can be 
used to quantify the usefulness of that particular 
neuron for the classification task. In the context of 
decision tree induction, Mingers (1989) gave an 
overview of a number of different measures for 
goodness-of-split. Such measures calculate the ex-
tent to which attribute values split data into separate 
classes. The treated measures were, among others, 

the chi-square contingency table statistic, the G sta-
tistic, the GINI index of diversity, the Gain-ratio 
measure and Quinlan’s Information Measure (IM, 
also called mutual information). Mingers (1989) 
concluded that, although the choice of the measure 
affects the size of a tree but not its accuracy, all met-
rics provided good measures for split and therefore 
the one with the longest history, namely IM, was se-
lected.

Taking into account the hyper plane analogy de-
scribed above, the IM for an individual neuron in a 
neural network can be found by calculating: 

N

NNxxxxxx
IM

jjiiijij loglogloglog ....  (1) 

where N is the number of patterns, i is either 0 or 1,
depending on the side of the hyperplane on which a 
pattern falls, j indexes over all classes, xij is the count 
of class j patterns on side i of the hyperplane, xi. is 
the count of all patterns on side i, and x.j is the total 
number of patterns in class j.

By calculating the IM values using a target data-
set, it is now possible to estimate how useful neu-
rons in a previously trained source network are for a 
new target classification task. A neuron with a high 
IM value then is able to split the new target data 
well, whereas a neuron with a low IM value is use-
less for the target classification task. This is sche-
matically illustrated in figure 1.  
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Figure 1. Usefulness of source hyper planes for a target classi-
fication task 

The actual transfer is performed by first calculat-
ing the IM of every hidden neuron in the source 
network, using the available target training data. The 
weights of neurons with a high IM value will then be 
scaled up, whereas the weights of neurons with a 
low IM value will be scaled down or initialized ran-
domly. Since the transfer method is based on the cal-
culation of a measure of discriminality (IM), it is 
called Discriminality Based Transfer (DBT). 
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Figure 2. A graphical overview of the applied method 

4 EXPERT NETWORKS 

Learning a mapping task may differ for different re-
gions of the input space. Bishop (1997) expects that 
there would be a gain in performance if different 
‘expert’ networks were assigned to tackle each of 
the different regions. An extra ‘gating’ network that 
is also connected to the input layer is then applied to 
decide which expert or which combination of ex-
perts should be used to determine the output. The lo-
cal specialization in the input-output space was ap-
plied to the transfer of knowledge problem. If 
multiple networks were trained on different regions 
of the source problem, it is expected that the number 
of reusable hyper planes would rise.

5 MATERIALS AND METHOD 

5.1 Study area 

Two geographically different regions with compara-
ble vegetation cover were to be classified: the Kara 
and Savanes-L’Oti study sites, respectively located 
in the southern and northern part of North-Togo. An 
intensive field campaign provided reliable ground 
data, regionally scattered over the Kara and Sava-
nes-L’Oti study sites. Kara and Savanes-L’Oti had 
nine land cover classes in common. Kara contained 
four land cover classes that were not present in Sa-
vanes-L'Oti, and conversely, there were three land 
cover classes in Savanes-L’Oti that were absent in 

Kara. In total, there were 13 identifiable land cover 
classes in Kara and 12 in Savanes-L'Oti.  

5.2 Data

Two Landsat 5 TM scenes (193/53, May 1995 and 
194/52, May 1994) respectively covering the Kara 
and the Savanes L’Oti site were recorded. All seven 
spectral data channels were used as an input to the 
classification model, including the thermal band af-
ter resampling it to a spatial resolution of 30 m. 
From the spectral datasets and the available field 
data, training and validation sets were compiled for 
both the source and the target classification problem. 
For the source classification, 95 pixels per class 
were available for training, and 3625 unevenly dis-
tributed pixels were used for evaluation purposes. 
For the target classification, 20 couples of mutually 
exclusive training and evaluation data were created. 
Each training set contained 5 pixels per class, 
whereas each validation set contained 200 pixels per 
class.

5.3 Method

The applied method is illustrated schematically in 
figure 2. Expert networks were trained for 5 subre-
gions in Kara, thereby splitting up the available 
source training and validation data. Next, the for Sa-
vanes-L’Oti relevant information available in the 
Kara experts was consolidated, whereas irrelevant 
information was allowed to be forgotten when train-
ing on new patterns. This was achieved by applying 
discriminality based transfer (DBT) to each individ-
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ual expert network. Each expert network was then 
trained again with the target data. Parallel to this, a 
randomly initialized network was trained on the tar-
get data. Next, the 5 expert networks and the trained 
randomly initialized network were combined to-
gether with a gating network, forming a mixture-of-
experts modular network, also called a neural net-
work ensemble. The reason why a trained randomly 
initialized network was added to the ensemble is the 
following: it is assumed that classification perform-
ance of the network ensemble would never be worse 
than the classification performance of the expert 
networks it is build on. This way, the randomly ini-
tialized network can be seen as the base classifier to 
which knowledge is added in the form of trained tar-
get expert networks. Finally, the gating network was 
trained on the target data. 

5.4 Evaluation

Classification accuracies were calculated using the 
Kappa Index of Agreement (KIA). The proposed 
method was evaluated against random training, us-
ing randomly initialized networks without incorpo-
rating any prior knowledge. Therefore the classifica-
tion process was repeated 20 times for both the 
proposed method and random training, and mean 
KIAs were compared using a t-test. Also, the ob-
served variances on the mean accuracies were com-
pared using a F-test. 

6 RESULTS AND DISCUSSION 

6.1 Results

For each of the 20 trial runs, classification perform-
ances were calculated in terms of KIA based on the 
200 pixels per class validation sets. The perform-
ances of the DBT ensemble approach were com-
pared to the performances obtained after random 
training. The results are summarized in table 1.

Table 1. Accuracies, variances and test statistics 

 Mean 
KIA 

Variance ttest p

Random training 0.7478 0.006348   
DBT ensemble 0.7868 0.000864 4.264 0.047 

From table 1, it is obvious that the DBT ensemble 
approach performs significantly better than the ran-
dom initialization approach, with p = 0.047. It was 
also possible to prove that the DBT ensemble ap-
proach showed significantly lower variances 
(p<0.05). On the one hand, the rise in accuracy can 
be explained by the transfer of knowledge from the 
source to the target classification task. The spectral 
variability of each class is unlikely to be fully cov-
ered by the target training pixels, since only little 
training data (5 pixels per class) were used. Hence 

DBT can provide complementary information yield-
ing higher accuracies than random training. On the 
other hand, the lower variance for the DBT ensem-
ble approach can be explained by considering the 
number of random initialized neurons in the net-
work. When the random initialization approach is 
used, all neurons in the network are initialized. 
When applying DBT, only irrelevant neurons are 
initialized.

6.2 Potential applications  

Based on the above, one could develop a classifier 
that categorizes images over the whole country of 
Togo without having to sample many reference data. 
It suffices to build an extensive database of expert 
networks, each of them specialized in mapping some 
land covers. When classifying new images over re-
gions with little field data available, an operator 
could choose which experts to integrate in the mix-
ture-of-experts modular network depending on the 
present land covers. Based both on the relevant 
knowledge of the chosen experts regarding the new 
classification task and the little ground information 
available, a proper land cover classification can be 
obtained.

7 CONCLUSIONS 

An algorithm that allows reusing experience gained 
in previous classifications was developed. On a 12-
class classification problem in Togo, the presented 
approach reached a mean KIA of 0.78, which was 
significantly higher (p<0.05) than the mean Kappa 
obtained after training networks with randomly ini-
tialized weights. It was also possible to significantly 
(p<0.05) reduce the variance on the obtained accura-
cies when compared to networks that were randomly 
initialized.
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