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ABSTRACT: This work presents a viable solution to the problem of merging a multi-spectral image with an
arbitrary number of spectral bands with a higher-resolution panchromatic observation. The proposed method re-
lies on the generalized Laplacian pyramid, which is a multiscale oversampled structure in which spatial details
are mapped on different scales. The goal is to selectively performs spatial-frequencies spectrum substitution
from an image to another with the constraint of thoroughly retaining the spectral information of the coarser
data. To this end, a vector injection model has been defined: at each pixel, the detail vector to be added is
always parallel to the approximation. Furthermore, its components are scaled by factors measuring the ratio of
local gains between the multi-spectral and panchromatic data. Such a model is calculated at a coarser resolu-
tion, where both types of data are available, and extended to the finer resolution by embedding the modulation
transfer functions of the multi-spectral scanner into the multi-resolution analysis. In this way, the inter-band
structure model can be extended to the higher resolution without the drawback of the poor enhancement oc-
curring when the model assumes MTFs close to be ideal. Results are presented and discussed on very high
resolution QuickBird data of an urban area.

1 INTRODUCTION

Space-borne imaging sensors allow a global coverage
of the Earth surface to be achieved on a routine basis.
Multi-spectral (MS) observations, however, exhibit
ground resolutions that may be inadequate to specific
identification tasks. This topic is crucial especially
when urban areas are concerned. After the successful
launch of the new-generation satellite imagers, very
high resolution MS and panchromatic (Pan) images
are made available.

Data fusion techniques, originally devised to allow
integration of different information sources, may take
advantage of the complementary spatial/spectral reso-
lution characteristics in producing spatially enhanced
MS observations. This specific aspect of data fusion
is often referred to as data merge (Scheunders and
De Backer 2001) or band sharpening. In fact, the
Pan band is acquired with the maximum resolution al-
lowed by the imaging sensor, while the MS bands are
usually acquired with coarser resolutions, typically,
two or four times lower. At ground stations the Pan
image may be merged with the MS data to enhance
their spatial resolution.

Since the pioneering high-pass filtering (HPF)
technique (Chavez et al. 1991), fusion methods based
on injecting high-frequency components into resam-
pled versions of the MS data have demonstrated a su-
perior performance (Wald et al. 1997). HPF basi-
cally consists of an injection of high frequency com-
ponents taken from a high-resolution Pan observation
into a bicubically resampled version of the low reso-
lution MS image. The frequency selection is obtained
by taking the difference between the Pan image and
its low-pass version achieved through a simple local
pixel averaging, i.e. a box filtering. The rationale
of spectrum substitution was formally developed in
a multi-resolution framework by employing the dis-
crete wavelet transform (DWT) (Zhou et al. 1998,
Ranchin and Wald 2000), uniform rational filter banks
(borrowed from audio coding) (Argenti and Alparone
2000, Aiazzi et al. 2000), and Laplacian pyramids
(LP) (Aiazzi et al. 1999 and 2002a).

According to basic principle of DWT image
fusion (Li et al. 1995), couples of sub-bands of
corresponding frequency content are merged. The
fused image is synthesized by taking the inverse trans-
form. Also fusion schemes based on the undecimated

ages, QuickBird, spectral distortion, urban remote-sensing
data fusion, generalised Laplacian pyramid (GLP), multi-resolution analysis, multi-spectral im-
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Figure 1. Flowchart of GLP fusion for MS and Pan data, whose integer scale ratio is � � �. � � denotes down-sampling by �. � � denotes
up-sampling by �. �� is �-reduction low-pass filter with frequency cut-off at ��� of the spectrum extent. �� is �-expansion low-pass filter with ���
cut-off.

“à trous” wavelet algorithm were recently proposed
(Núñez et al. 1999, Garzelli et al. 2000). Un-
like the DWT, which is critically sub-sampled, the
“à trous” wavelet and the LP are oversampled. As
a consequence, an image is decomposed into nearly
disjointed band-pass channels in the spatial frequency
domain, without losing the spatial connectivity of its
edges. The LP can be easily generalised to deal
with scales whose ratios are integer or even fractional
(GLP) (Aiazzi et al. 1999).

Data fusion based on multi-resolution analysis,
however, requires the definition of a proper model es-
tablishing how the missing high-pass information to
be injected into the MS bands is extracted from the
Pan image (Ranchin and Wald 2000). Such a model
can be global over the whole image or depend on the
spatial and spectral context (Hill et al. 1999). Goal of
the model is to make the fused bands the most simi-
lar to what the MS sensor would image if it had the
same resolution as the broad-band one, by which the
Pan band is sensed. The higher-frequency coefficients
taken from the higher-resolution image are to be se-
lected based on statistical congruence and weighted
by a space-varying factor to achieve gain equalisation
of otherwise different sensors.

This task was recently accomplished by Aiazzi et
al. (2002b) by measuring the degree of matching be-
tween each of the expanded MS bands and a low-
pass version of the Pan band having the same spa-

tial scale, i.e. the smaller one. The matching func-
tion was thresholded to establish whether detail injec-
tion should occur or not. A gain factor mapping the
highpass coefficient from the Pan image into the re-
sampled MS band was locally given by the ratio of
standard deviations of the target (one MS band) to the
source (the Pan image).

Spectral distortion, which may be straightfor-
wardly measured as the absolute angle between a
pixel vector in the true and in the fused MS data,
was never explicitly considered in the literature, when
setting-up the model. It is desirable that such a distor-
tion is lower than or equal to that measured between
the expanded (i.e. resampled) original low-resolution
MS data and the true high-resolution MS data, when
available (e.g. in fusion simulation carried out on spa-
tially degraded images). The case of equality means
that the fusion algorithm has thoroughly preserved the
available spectral information with the obvious bene-
fit of a spatial enhancement.

In this work, detail injection is jointly performed on
all the spectral bands (vector detail injection). Thus,
for each pixel a multi-component detail is calculated,
in which each component is equalized by a different
space-varying gain calculated from the local statistics
of the expanded MS image and of the low-pass ver-
sion of the Pan image. Comparisons of the different
models are carried out on very high resolution satel-
lite data from the QuickBird multi-spectral scanner.

230 B. Aiazzi, S. Baronti, M. Selva, L. Alparone & A. Garzelli



2 GLP FUSION WITH SPECTRAL DISTORTION
MINIMISATION

Given two spectral vectors � and �� both having �

components, in which � � ���� ��� � � � � ��� is the
original spectral pixel vector �� � ������� �� while
�� � ����� ���� � � � � ���� is the distorted vector obtained
by applying fusion to the coarser resolution MS data,
i.e. ��� � �������� ��, spectral distortion measurements
may be defined. The spectral angle mapper (SAM)
denotes the absolute value of the spectral angle be-
tween the two vectors:

������ ��� � ������

�
	 �� �� 


������ � �������

�
(1)

The SAM distortion (1) can be measured in degrees
or radians.

Fig. 1 shows the flowchart of a GLP-based scheme
suitable for spectral distortion-minimising fusion of
MS + Pan data, whose scale ratio is an integer �. Let
��� ���� �� be the data set constituted by a single Pan
image having smaller scale, i.e. finer resolution, and
size �� � ��. Let also �������� ���  � 	� � � � � ��
be the data set made up of the � bands of an MS im-
age. Such bands have scale larger by a factor �, i.e.
coarser resolution, and thus size � �� . The goal is
to obtain a set � �������� ���  � 	� � � � � �� of MS bands
each having same spatial resolution as Pan. The up-
grade of each band ���� to yield the spatial resolution
of Pan is the level � � 
 of the zero-mean GLP of the
Pan image, i.e. ��� �

� . First, the bands �������� ���  �
	� � � � � �� are interpolated by � to match the finer
scale. A new data set, � ������  � 	� � � � � ��, is thus
produced. They constitute the low-pass component
to which details are added in order to yield a spatially
enhanced set of MS observations. Then, the high-pass
component from P, ��� �

� ��� ��, is weighted by a scal-
ing factor and added to � �������� ���  � 	� � � � � �� to
yield � �������� ���  � 	� � � � � ��.

Crucial point is the definition of a local gain (LG),
by which high-pass details at pixel ��� �� are to be
weighted before being injected into the resampled
multi-spectral bands. Such a gain is chosen to be
both space- and spectrally-varying; stated with a vec-
tor notation, ����� �� � ������ ���  � 	� � � � � ��. Let
������ �� � � �������� ���  � 	� � � � � �� denote the pixel
vector of the expanded MS image; let also ����� �� �

����� �� � �
�� �
� ��� �� denote the MS detail vector to be

injected. In order to minimise the SAM distortion be-
tween resampled MS bands and fused products, the
injected detail vector at pixel position ��� �� must be

parallel to the resampled MS vector, i.e. to ������ ��.
At the same time each component ����� �� should be
designed so as to minimise the radiometric distortion
when the detail component �������� �� is injected into

�������� ��. Starting from the vector merge relationship

������ �� � ������ �� � ����� �� � �
�� �
� ��� �� (2)

let us define the th components of LG as

����� �� �
�������� ��

��
�� �
� ��� ��

�  � 	� � � � � � (3)

in which ��
�� �
� ��� �� denotes the expanded version of

the reduced Pan image. From (2) and (3) it stems that

����
��� � ����

�
���� ��

�
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�
���� �� � �

�� �
�

�

� ���� ��� �

�
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�
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�

��
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�

�
� 
 (4)

in which � stands for vector product and the indexes
��� �� have been omitted throughout. Eq. (4) states
that the spectral angle (SAM) is unchanged when a

vector pixel in the expanded MS image, ������ ��, is

enhanced to yield the fused product, ������ ��, because

the upgrade ����� �� is always parallel to ������ ��.
Although one level of decomposition (� � 	) with

� �  is capable to produce 	 �  fusion, for computa-
tional convenience, � � � and � � � are preferable,
since less data are processed at the second level thanks
to decimation after the first one.

3 MTF-TAILORED GLP

Quantitative results of data merge are provided thanks
to the availability of reference originals obtained ei-
ther by simulating the target sensor by means of high
resolution data from an airborne platform, or by de-
grading all the available data to a coarser resolution
and carrying out merge from such data. In practical
cases this strategy is no longer feasible. The idea be-
hind, however, is that algorithm parameters adjusted
to yield best results at coarser scales, i.e. on spatially
degraded data, should be unchanged when all the data
are considered at a finer scale, which happens in prac-
tice. This assumption may be reasonable in general
(Ranchin et al. 2003), but unfortunately does not hold
for very high resolution data, especially when a highly
detailed urban environment is concerned. Therefore,
methods that do not have adjustable parameters, like
HPF (Chavez et al. 1991), are straightforwardly uti-
lizable in this framework and results are satisfactory.

The reason of this behaviour lies in the character-
istics of the modulation transfer function (MTF) of
the imaging system. Any inter-scale injection model
should take into account that the MTF of real systems
is generally bell-shaped and far from the ideal case. In
particular, the MTFs of the MS sensors may be signif-
icantly different from one band to another in
terms of decay rate, and especially are different from
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Figure 2. 1D frequency responses of equivalent � � � multi-resolution
analysis filters (for approximation and detail): standard GLP reduc-
tion filters (solid); MTF-tailored (to NIR band) GLP reduction filter
(dotted); HPF achieved by box filtering of size � (dashed).

that of the Pan sensor. Hence models empirically opti-
mised at a coarser scale may yield little noticeable en-
hancement (Ranchin et al. 2003) if they are straight-
forwardly reported at the finer scale without trying to
compensate the non-ideal MTFs.

To take into account the MTFs of the imaging sys-
tems two tasks should be performed in principle:

1. Enhance the Pan image by applying an edge-
crispening operator whose response in the spatial fre-
quencies approximates the reciprocal of the MTF of
the Pan imager. This operation must necessarily be
followed by a suitable denoising step aimed at mit-
igating the high-pass noise that is enhanced as well.
Pan enhancement, however, may be unnecessary be-
cause the Pan product that is commercially available
has been post-processed for contrast enhancement.
2. Calculate high-pass details from the enhanced Pan,
by taking into account that the MS bands are poorer in
frequency content than they should be, because they
have undergone filtering by their respective MTFs.
This loss must be compensated before the injection
model is calculated.

An attractive characteristic of the GLP (Aiazzi et
al. 2002a) is that the low-pass reduction filter used
to analyse the Pan image may be designed such that
it matches the MTF of the band into which the de-
tails extracted will be injected. The benefit is that
restoration of the spatial frequency content of the MS
band is embedded into the enhancement procedure
of the band itself, instead of being preliminarily ac-
complished (Kumar et al. 2000). Fig. 2 shows the
equivalent � � � analysis filters of GLP with and with-
out MTF compensation. In the former case the low-
pass filter (leftmost) is Gaussian-shaped and closely
matches the MTF of the NIR band. The latter yields a

Figure 3. A ���� ��� fragment of original ���� Pan channel of test
QuickBird image (trademark of EURIMAGE).

quasi-ideal filter-bank (smoothed trapezoidal shapes)
which may be utilized for merge of degraded data,
a strategy suitable for quantitative evaluations. The
case of HPF is also reported: the box filter yields
a filter-bank close to that of the MTF-tailored GLP,
apart from the ripple outside the pass-band of the low-
pass filter, which originates a large overshoot in the
response of the complementary high-pass filter.

4 RESULTS AND DISCUSSION

Merge procedures have been assessed on very high-
resolution image data collected on June 23 2002 at
10:25:59 GMT+2 by the QuickBird spaceborne MS
scanner on the urban and sub-urban areas of Pavia, in
Northern Italy. The four MS bands span the visible
and near infrared (NIR) wavelengths and are spec-
trally disjointed: blue (B0=��� � ��� ��), green
(B1=��� � ��� ��), red (B2=��� � ��� ��), and
NIR (B3=	�� � ��� ��). The panchromatic band
embraces the whole interval (Pan=��� � ��� ��).
All the data have been radiometrically calibrated from
digital counts, orthorectified, i.e. resampled to uni-
form ground resolutions of ��
� and ��	� GSD for
MS and Pan, respectively, and packed in ��-bit words.
The full scale of all the bands is ���	 and is reached
in the NIR wavelengths.

A square region of about ���� was analyzed. The
original Pan band is of size ���
� ���
; a ���� ���

fragment is portrayed in Fig. 3. The original MS im-
age is �������. To allow quantitative distortion mea-
sures to be achieved, the MS and Pan bands were low-
pass filtered and decimated by �, to yield ���� � MS
and ��
 � Pan, respectively, and used to synthesize
the spectral bands back at ��
�. Thus, the true ��
�

MS data are available for distortion measurements.
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Table 1. CC between original ��� � MS bands and Pan degraded to
��� �.

B0 B1 B2 B3 Pan
B0 1.0 0.950 0.823 0.060 0.505
B1 0.950 1.0 0.911 0.182 0.625
B2 0.823 0.911 1.0 0.192 0.650
B3 0.060 0.182 0.192 1.0 0.798
Pan 0.505 0.625 0.650 0.798 1.0

To assess the spectral correlation, correlation coef-
ficients (CCs) have been calculated between any cou-
ple of bands, including the resampled version of Pan.
Table 1 shows that the NIR band is weakly corre-
lated with any of the visible bands, while the broad-
band Pan image is moderately correlated with all the
narrow-band images, rougly depending on the vari-
ance of the band itself. Hence, CC with Pan is max-
imal for NIR and minimal for blue, because the for-
mer exhibits the largest variance, the latter the small-
est one.

The spectral distortion minimising (SDM) fusion
model (Aiazzi et al. 2002c) has been applied to GLP
and compared with the former algorithm from the au-
thors (Aiazzi et al. 2002b), which will be referred to
as GLP with context-based decision (CBD), as well as
with the widely known HPF, characterised by a �� �

box filter to optimise the frequency analysis of Pan for
the � � � case, bicubic interpolation of the MS data, as
well as absence of any injection model: that is, local
gain always equal to one for all bands. Eventually, the
case in which the MS data are simply resampled and
no addition of details is made, will be presented to
discuss the behaviour of the different injection mod-
els.

Table 2 reports CCs between ���� reference origi-
nal and merged MS bands. The results of all schemes,
with the exception of CBD, appear to be crucial on the
blue band (B0) because of its low correlation with the
enhancing Pan and especially of its poor variance. Al-
though the SDM model exploits vector injection de-
signed to yield identically zero SAM with respect to
the resampled MS data, the CC of each spectral com-
ponent is lower than (equal to for NIR) those of the
CBD model.

However, CBD requires a large number of param-
eters to be adjusted: window size for calculation of
local statistics (empirically set equal to � � �), and
especially as many decision thresholds �� as are the
bands (�� � � � ��� , where ��� is the CC between
the �th MS band and the degraded Pan, reported in
Table 1). The NIR band (B3) is the least crucial: all
the schemes perform subsantially well, given the large
correlation between Pan and NIR. Interestingly, the
loss of correlation of the resampled data with respect
to the original ones (EXP entry in Tab 2) is inversely

related to the amount of variance possessed by each
band. Therefore, the resampled B0 yields the second
best result after CBD, which, however, relies on cor-
relation measurements to avoid injecting unlikely de-
tails.

Table 2. CC between true ��� � MS bands and those obtained from
���� � MS by means of � � � fusion with ��� � Pan. EXP denotes
plain resampling without detail injection.

� � � SDM CBD HPF EXP
B0 0.626 0.891 0.608 0.859
B1 0.798 0.905 0.819 0.844
B2 0.927 0.919 0.890 0.855
B3 0.942 0.934 0.938 0.822

Table 3. Average radiometric and spectral distortions between ��� �

MS spectral vectors and those obtained from fusion of ����� MS with
���� Pan. EXP = resampling without injection.

� � � SDM CBD HPF EXP
RMSE 43.6 32.2 50.2 48.5
PSNR (dB) 37.9 39.9 36.5 36.6
SAM (deg.) 2.17Æ 1.68Æ 2.54Æ 2.17Æ

SID (bit) 0.0033 0.0023 0.0047 0.0033

Although CC measurements between fused MS
and reference originals may be valid detectors of pos-
sible impairments and especially of misalignments,
the vector distortion parameters, both radiometric and
spectral, will give a more comprehensive measure of
quality, also matched by visual analysis. Table 3 re-
ports RMSE, PSNR, as well as SAM and spectral in-
formation divergence (SID), between ��� � original
and fused vectors, all averaged on image pixels. Con-
cerning radiometric distortion, CBD shows the best
results. The SDM model is poorer on an average:
� �� PSNR are lost. HPF is much poorer and compa-
rable with plain resampling (EXP). Concerning spec-
tral distortion, the results are somewhat puzzling. We
notice that control of spectral distortion is effective in
clamping the SAM error of the fused product to that
of the resampled MS. However, the average SAM of
SDM is larger than that of CBD. The main difference
between the CBD model and the SDM model is that
the former tries to recover part of the spectral infor-
mation that was lost at the coarser scale by means
of the contextual decision. In other words, unmix-
ing of coarse-resolution MS pixels is tried from the
Pan image by means of the CBD model. The most
notable benefit of CBD is that spectral signatures of
small size are restored in some cases, even though
they vanished in the expanded MS image. The SDM
model clamps the spectral angles to those of the ex-
panded coarse MS image. This strategy is unreward-
ing on an average, because the benefit of restoring
small spectral signatures is lost. The spectral infor-
mation divergence (SID) exhibits the same trend as
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(a) (b)

(c) (d)
Figure 4. (a): A ���� ��� ���� MS expanded by � (B3-B2-B1 as R-G-B); (b): � � � GLP with spectral distortion minimisation (GLP-SDM); (c):
� � � GLP with context-based decision (GLP-CBD) (�� � �����, �� � ��	
�, �� � ��	��, ���� � �����, and statistics on �� � window); (d):
HPF fusion (�� � box).

SAM does. The values of SID reported in the last
row of Table 3 emphasize differences in performance
among the methods compared. The most noticeable
effect of the vector detail injection from the Pan image
is that the color hues of the expanded MS image are
exactly transplanted into the fused product. Unlike
conventional IHS approaches (Carper et al. 1990),
the low spatial frequency components of the Pan im-
age do not affect the fused product, with the benefit
of much lower radiometric distortions.

Eventually, HPF is far poorer than the other meth-
ods, also under the viewpoint of spectral distortion.
Since HPF relies on undecimated multi-resolution
analysis as well, its poor performance is mainly due
to the box filter having little frequency selection, as
well as to the absence of any injection model.

So far merge experiments have been carried out on
degraded data to allow quantitative scores to be mea-
sured. The GLP analysis was performed by using the
standard reduction filter (Aiazzi et al. 2002a). For the
true “band sharpening” the MTF-tailored analysis fil-
ters are utilized instead. The SDM and CBD models
are unchanged in work parameters (SDM has no ad-
justable parameters), which means that the inter-band
structure model is extended without changes from a
coarser resolution to a finer resolution.

Fig. 4 displays the MS image expanded to ��� �,
and the enhanced versions produced by SDM, CBD,
and HPF, by means of the Pan image shown in Fig. 3.
SDM provides the best subjective enhancement (the
reference is unknown) with the lowest computational
complexity, due to the simple model which does not
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require calculation of local statistics. CBD appears
to be less sharp (as presumably true MS data would
be) but still accurate in details. Indeed, the window
for local statistics calculation should be taken four
times larger to capture local variations, with the draw-
back of a large computational burden. Also injection
thresholds should be revised because the CCs of true
��� � MS and Pan are obviously unavailable. HPF
produces a sharp merged MS image, thanks to its fil-
ters which are similar to the MTF-tailored GLP fil-
ters and hence more suitable for merging true data,
i.e. to ��� � scale, than degraded data, for which
quasi-ideal filters would be recommended. Neverthe-
less, all the sharpened images are impressive, espe-
cially if one considers that MS pixels are originally
sixteen times less than Pan pixels. A remark concerns
what happens to GLP-based algorithms if the MTF
correction is not applied. Due to its simplicity and
absence of parameters, SDM is less sharp but still ac-
ceptable. Instead CBD yields images extremely poor
in details (Ranchin et al. 2003), because the injection
model is calculated on an approximation of Pan that
does not match the spatial frequency content of the
corresponding MS band, with the result of an under-
estimation of details to be injected.

5 CONCLUSIONS

Spectral distortion minimising detail-injection mod-
elling is the key to achieve Pan-sharpening of MS
bands. Work parameters are not crucial for perfor-
mances, if the imaging systems’ MTFs are embedded
in the multi-resolution analysis, achieved by means
of the GLP. When the MTFs of the different imag-
ing systems are compensated, work parameters em-
pirically optimised at coarser scales, e.g. ���� � and
��� � for QuickBird data, are utilisable also for MS
enhancement from ���� to ���� without noticeable
loss of performance with respect to the former case,
i.e. fusion of spatially degraded data. Spectral quality
is always guaranteed; radiometric quality is far more
than acceptable. Injection artefacts are kept to a min-
imum and since the decomposition used is not criti-
cally sub-sampled, possible impairments in the fused
images, e.g. ringing (Gibbs) effects and canvas-like
patterns originated by aliasing, are avoided (Aiazzi et
al. 2002a).
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